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Preface 

In the era of digital transformation, the ability to 

collect, process, and analyze massive volumes of data has 

become a critical driver of innovation and decision-making. 

Big Data analytics, coupled with powerful programming tools 

such as R, enables organizations to uncover patterns, generate 

insights, and deliver value from complex and diverse datasets. 

This book aims to provide a comprehensive guide to 

understanding Big Data technologies, analytics best practices, 

and practical programming skills essential for modern data-

driven environments. 

The first unit introduces the evolution of Big Data, 

exploring its characteristics, storage systems, and high-

performance architectures. Core technologies such as Hadoop 

Distributed File System (HDFS), MapReduce, and YARN are 

explained in detail, along with their programming models, 

enabling readers to grasp how large-scale data processing is 

performed efficiently. The unit also emphasizes the promotion 

of Big Data’s value, practical use cases, and strategies for 

validating and quantifying data insights, laying a strong 

foundation for analytics applications. 

Subsequent units focus on the R programming 

environment, which has emerged as one of the most versatile 

tools for statistical computing and data analysis. Topics range 

from control structures, functions, and scoping rules to 

handling dates, times, and character strings. The book then 

explores R’s data structures, including vectors, lists, matrices, 

data frames, and tables, emphasizing practical manipulation 
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techniques such as indexing, vector operations, and 

subsetting. Extended examples and exercises provide hands-

on experience, reinforcing theoretical knowledge with real-

world applications. 

Throughout the book, emphasis is placed on best 

practices, efficient programming, and the systematic 

exploration of data. By bridging Big Data concepts with R 

programming skills, this text equips students, researchers, and 

professionals with the tools needed to harness the power of 

data for informed decision-making. Whether applied to 

business analytics, scientific research, or technology 

development, the principles and techniques presented here are 

designed to foster analytical thinking and empower readers to 

extract meaningful insights from vast and complex datasets. 
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1.1 EVOLUTION OF BIG DATA 

What is Data? 

The quantities, characters, or symbols on which operations are 

performed by a computer, which may be stored and transmitted in the form 

of electrical signals and recorded on magnetic, optical, or mechanical 

recording media. 

Big Data is a collection of data that is huge in volume, yet growing 

exponentially with time. It is a data with such large size and complexity that 

none of traditional data management tools can store it or process it 

efficiently. 

To deeply understand the consequences of Big Data analytics, the theory 

related to computing history, specifically Business Intelligence (BI) and 

scientific computing needs to be understood. The problem related to Big 

Data most likely be tracked before the evolution of computers, when 

unstructured data in paper format was needed to be tackled. Perhaps the first 

Big Data challenge came in to picture at Census Bureau, US, in 1880, where 

the information concerning approximately 60 million people had to be 

collected, classified, and reported that process took more than 10 years to 

process. 

Therefore, in 1890, the first Big Data platform was introduced with a 

mechanical device called the Hollerith Tabulating System which worked 

with punch cards with capacity of holding about 80 variables in one card 

which was very inefficient. So, in 1927, The Austrian-German engineer have 

developed a device that can store information magnetically on tape. But it 

also has very limited space for storage. In 1943, the British engineer had 

developed a machine called Colossus which was capable to scan 5.000 

characters a second which reduced the workload from weeks to hours. 

     In 1969, the Advanced Research Projects Agency (ARPA), a subdivision 

of the Department of US Defense has developed ARPANET for military 

operations which evolves to the Internet in 1990. With the evolution of 

World wide web the true sense of big amount of data generation has started 

while after introduction of emerging technologies like internet of things. By 
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2013, the IoT had evolved to multiple technologies that uses Internet, 

wireless communications, embedded systems, Mobile technologies etc. 

As we know that the relational databases run on today’s desktop 

computers have enough compute power to process the information contained 

in the 1890 census with some basic code. Therefore, the definition of Big 

Data continues to evolve with time and advances in technology. 

 

1.2 BEST PRACTICES FOR BIG DATA ANALYTICS  

 Like other technologies, there are some best practices that can be 

applied to the problems of Big Data. The best practices for Big data analytics 

are explained as follows. 

1)    Start small with big data : In Big data analytics, while analyzing the 

Big Data,always starts with a smaller task. Ideally, those smaller tasks will 

build the expertise needed to deal with the larger analytical problem. In Big 

data problem, the variety of data gets generated with uncover patterns and 

correlations in both structured and unstructured data. So, starting with a 

bigger task may create a dead spot in an  analytics matrix where patterns may 

not be relevant to the problem being asked. Therefore, every successful Big 

Data project always tend to start with smaller data sets and targeted goals. 

2)   Think big for scalability : While defining a Big data system, always 

follow a futuristic approach. That means determining how much data will be 

collected in next six months from now or calculating how many greater 

numbers of servers are needed to handle it. This approach will allow 

applications to be scaled easily without having any bottleneck. 

3)   Avoid bad practices : There are many potential reasons for failing 

Big Data projects. So, for making the successful Big data project, the 

following wrong practices must be avoided 

      a) Rather than blindly adopting and deploying something, first 

understand the business purposes of the technology you are using for the 

deployment so as to implement the right analytics tools for the job at hand. 

Without a solid understanding of business requirements, the project will end 

up without having an intended outcome. 
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      b) Do not assume that the software will have all of the solutions for 

your problem as the business requirements, environment, input/output varies 

from project to project. 

      c) Do not consider the solution of one problem relevant for every 

problem as each problem has unique requirements and needs a unique 

solution which can’t be used to solve other problems. As a result, new 

methods and tools might be required to capture, cleanse, store, process at 

least some of your Big Data. 

      d) Do not appoint same person for handling multiple types of 

analytical operations as lack of business requisite and analytical expertise 

may leads to failure of project. So, they require analytics professionals with 

statistical, actuarial, and other sophisticated skills, with expertise in 

advanced analytics operations. 

4)   Treat big data problem as a scientific experiment : In Big data 

project, collecting and analyzing the data is just a part of procedure while 

analytics is only producing the business value which needs to be incorporated 

into business processes intended to improve the performance and results. 

Therefore, every Big data problem requires a feedback loop for passing the 

success of actions taken as a result of analytical findings, followed by 

improvement of the analytical models based on the business   results. 

5)   Decide what data can be included and what to leave out : As Big 

Data analytics projects involve large data sets that doesn’t means all the data 

generated by a system can be analyzed. Therefore, it is required to select the 

appropriate datasets for analysis based on their value and outcomes. 

  6)    Must have a periodic maintenance plan : The success of Big 

Data analytics initiative       requires regular maintenance of analytics 

programs on the top of changes in business       requirements. 

7)    In-memory processing : The In-memory processing of large datasets 

must be analyzed for getting the improvements in data-processing, speed of 

execution and volume of data. It gives hundreds of times of increased 

performance compared to older technologies, Better price-to-performance 

ratios, reductions in the cost of central processing units and memory and can 

handle rapidly expanding volumes of information. 
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1.3 BIG DATA CHARACTERISTICS  

 Big data can be described by the following characteristics: 

● Volume 

● Variety 

● Velocity 

● Variability 

i. Volume – The name Big Data itself is related to a size which is 

enormous. Size of data plays a very crucial role in determining value 

out of data. Also, whether a particular data can actually be 

considered as a Big Data or not, is dependent upon the volume of 

data. Hence, ‘Volume’ is one characteristic which needs to be 

considered while dealing with Big Data solutions. 

ii. Variety – The next aspect of Big Data is its variety. Variety refers 

to heterogeneous sources and the nature of data, both structured and 

unstructured. During earlier days, spreadsheets and databases were 

the only sources of data considered by most of the applications. 

Nowadays, data in the form of emails, photos, videos, monitoring 

devices, PDFs, audio, etc. are also being considered in the analysis 

applications. This variety of unstructured data poses certain issues 

for storage, mining and analyzing data. 

iii. Velocity – The term ‘velocity’ refers to the speed of generation of 

data. How fast the data is generated and processed to meet the 

demands, determines real potential in the data. Big Data Velocity 

deals with the speed at which data flows in from sources like 

business processes, application logs, networks, and social media 

sites, sensors, Mobile devices, etc. The flow of data is massive and 

continuous. 

iv. Variability – This refers to the inconsistency which can be shown 

by the data at times, thus hampering the process of being able to 

handle and manage the data effectively. 
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Advantages of Big Data Processing 

Ability to process Big Data in DBMS brings in multiple benefits, such as-  

● Businesses can utilize outside intelligence while taking decisions 

Access to social data from search engines and sites like facebook, 

twitter are enabling organizations to fine tune their business 

strategies. 

● Improved customer service Traditional customer feedback systems 

are getting replaced by new systems designed with Big Data 

technologies. In these new systems, Big Data and natural language 

processing(NLP) technologies are being used to read and evaluate 

consumer responses. 

The top 7 techniques Natural Language Processing (NLP) uses to extract data 

from text are: 

● Sentiment Analysis. 

● Named Entity Recognition. 

● Summarization. 

● Topic Modeling. 

● Text Classification. 

● Keyword Extraction. 

● Lemmatization and stemming. 

● Early identification of risk to the product/services, if any e.g. Modi 

meeting-design house, mobile design…, mini bus survey 

● Better operational efficiency 

Big Data technologies can be used for creating a staging area or landing 

zone for new data before identifying what data should be moved to the data 

warehouse. In addition, such integration of Big Data technologies and data 

warehouses helps an organization to off-load infrequently accessed data. 

 

1.4 VALIDATING   

 The goal is to apply checks that span the data pipeline, from 

ingestion to storage. Common Big Data validation techniques include: 
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● Type Check: Verifying that data fields conform to the expected data 

type (e.g., ensuring a 'price' column contains only numeric values). 

● Format Check: Ensuring data adheres to a specific structure or 

pattern (e.g., checking that dates are in YYYY-MM-DD format or 

emails follow the standard user@domain.com structure). 

● Range Check: Confirming that numeric or date values fall within an 

acceptable minimum and maximum boundary (e.g., an age must be 

between 0 and 120). 

● Presence Check (Null Value Check): Ensuring that mandatory fields 

are not empty or missing a value. 

● Uniqueness Check: Verifying that unique identifiers (like customer 

IDs or transaction numbers) have no duplicates in the dataset. 

● Consistency Check: A type of logical check that verifies the 

relationships between different data fields are sensible (e.g., the 

order_date must be before the ship_date). 

● Cross-Field/Cross-Source Validation: Comparing data across 

multiple fields or different source systems to ensure logical 

coherence and accuracy. 

● Data Profiling: Involves analyzing the data's structure, content, and 

quality to discover patterns and inconsistencies before defining 

formal validation rules. 

● Statistical Validation: Using statistical methods to identify outliers 

or anomalies that fall outside expected distributions. 

Challenges of Big Data Validation 

The unique characteristics of Big Data introduce specific validation hurdles: 

● Volume: The sheer scale of data makes it computationally expensive 

and time-consuming to run comprehensive checks on the entire 

dataset. Sampling or distributed processing is often required. 

● Velocity (Real-Time Data): Data generated at high speed (e.g., from 

IoT sensors or social media streams) requires real-time or near-real-

time validation methods to prevent bad data from immediately 

polluting the system. 
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● Variety (Unstructured Data): Validating highly unstructured or 

semi-structured data (like text, images, or JSON files) is difficult as 

it lacks a rigid schema to check against. 

● Veracity (Trustworthiness): Data from many disparate sources often 

has varying degrees of trustworthiness, making it hard to set a 

uniform quality baseline. 

● Scalability: Validation tools and processes must be scalable to 

handle continuous and rapid growth in data size. 

Validation in the Data Pipeline 

Effective validation is often performed throughout the Extract, Transform, 

and Load (ETL) or Extract, Load, and Transform (ELT) process: 

● Source Validation: Checks on the data before it is extracted, ensuring 

the source system is clean. 

● Transformation Validation: Checks during the transformation stage 

to ensure business rules are correctly applied and that the 

transformation process itself hasn't introduced errors or 

inconsistencies. 

● Target/Load Validation: Checks on the data after it has been loaded 

into the final storage (e.g., a data warehouse or data lake) to confirm 

that the number of records, data types, and key business aggregates 

match the source. 

 

1.5 THE PROMOTION OF THE VALUE OF BIG DATA  

 Big Data's value comes from its ability to provide insights that were 

previously inaccessible, driving business growth and efficiency. Key areas 

of value include: 

Enhanced Decision-Making: 

● Moving from intuition to evidence-based strategy by using data-

driven insights. 

● Predictive Analytics (forecasting future trends, demand, and 

outcomes) for better planning. 
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● Real-time information allows businesses to react quickly to market 

changes and operational issues. 

Improved Customer Experience & Marketing: 

● Deeper Customer Understanding by analyzing behavior, 

preferences, and feedback from various sources (social media, 

transactions, etc.). 

● Personalized Marketing and product recommendations, leading to 

higher conversion rates and customer loyalty. 

● Tailored Products and Services that meet specific customer needs. 

Operational Efficiency and Cost Reduction: 

● Identifying and resolving bottlenecks and inefficiencies in processes 

(e.g., supply chain, manufacturing). 

● Optimization of resource allocation, inventory, and logistics. 

● Predictive Maintenance to anticipate equipment failure and reduce 

downtime and repair costs. 

 Risk Management and Security: 

● Proactive Fraud Detection by analyzing patterns in real-time 

transactions. 

● Identifying and mitigating cybersecurity threats and market 

volatility risks. 

Innovation and Competitive Advantage: 

● Spotting new market trends and unmet customer demands early. 

● Developing new, data-driven products and services or improving 

existing ones. 

● Gaining a strategic edge over competitors who are slower to adopt 

data-driven approaches. 

Strategies for Promoting and Capturing Value 

 To successfully promote the value of Big Data, you must connect 

the technical capabilities to specific business goals and stakeholders. 
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1. Tie Data to Business Strategy 

● Define Clear Business Goals: Start by asking, "What specific 

business challenge are we trying to solve?" (e.g., "Reduce customer 

churn by 10%," "Optimize supply chain costs"). 

● Start Small and Show Results: Begin with a pilot project or a specific 

department to demonstrate a quick, measurable return on investment 

(ROI). This builds internal champions and minimizes risk. 

● Focus on Revenue & Cost: Frame the argument in terms of how Big 

Data will increase revenue (e.g., better sales forecasting) or reduce 

costs (e.g., streamlining operations). 

2. Tailor Communication to the Audience 

● For Executives/Leaders: Present high-level KPIs (Key Performance 

Indicators), strategic insights, and the competitive advantage. Use 

clear data visualizations (dashboards). Do not get bogged down in 

technical details. 

● For Department Managers: Focus on actionable insights relevant to 

their team's daily challenges (e.g., marketing reports on campaign 

performance, sales analysis on pipeline health). 

● Foster a Data-Driven Culture: Encourage and train employees across 

all levels to use data insights in their daily work, making it part of 

the organizational DNA. 

3. Ensure Quality and Governance 

● Prioritize Data Quality: Flawed insights from poor data can derail an 

initiative. Implement processes for data cleansing, validation, and 

security (Veracity). 

● Invest in the Right Team and Tools: Have a skilled team (or partner) 

and scalable, secure cloud-based solutions to manage the Volume, 

Velocity, and Variety of the data. 
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1.6 BIG DATA USE CASES  

 Here are some of the most common and impactful Big Data use 

cases, categorized by industry: 

 

Retail and E-commerce 

● Personalized Recommendations: Analyzing customer browsing and 

purchase history to suggest products (e.g., Amazon, Netflix). 

● Dynamic Pricing: Adjusting product prices in real-time based on 

competitor prices, demand, inventory levels, and customer behavior. 

● Demand Forecasting: Predicting future product demand to optimize 

inventory, reduce stockouts, and minimize overstocking. 

● Customer Sentiment Analysis: Monitoring social media, reviews, 

and customer service logs to gauge public opinion about products 

and the brand. 

Banking and Financial Services 

● Fraud Detection: Analyzing transaction patterns in real-time to spot 

and flag anomalous or suspicious activity. 

● Risk Management: Assessing credit risk, market risk, and 

operational risk by analyzing vast historical and real-time financial 

data. 

● Algorithmic Trading: Using high-frequency data analysis to execute 

trades automatically based on pre-defined criteria. 

● Customer Relationship Optimization: Creating detailed customer 

profiles for targeted marketing and personalized financial product 

offerings. 

Healthcare and Life Sciences 

● Genomic Research: Analyzing massive amounts of genomic data to 

identify disease genes, biomarkers, and develop personalized 

medicine. 

● Predictive Diagnostics: Using patient records, real-time vital signs 

(from wearables/IoT), and historical data to predict the onset of 

certain conditions. 
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● Operational Efficiency: Optimizing hospital workflows, resource 

allocation, and appointment scheduling to improve patient care and 

reduce costs. 

Manufacturing and Logistics 

● Predictive Maintenance: Analyzing sensor data from machinery and 

equipment to predict failures before they happen, minimizing 

downtime and maintenance costs. 

● Supply Chain Optimization: Tracking materials, products, and 

logistics in real-time (using GPS, IoT) to optimize routes, manage 

inventory, and improve delivery schedules. 

● Quality Control: Analyzing data from the production line to quickly 

identify and correct defects, improving product quality. 

Government and Public Sector 

● Smart City Planning: Analyzing data on traffic, public transit usage, 

energy consumption, and pollution to optimize urban services and 

infrastructure. 

● Security and Law Enforcement: Using real-time data analysis to 

predict crime hotspots, deploy resources more effectively, and 

enhance cybersecurity. 

● Meteorology and Disaster Relief: Processing vast amounts of 

satellite, sensor, and historical data for more accurate weather 

forecasting and natural disaster pattern analysis. 

Cross-Industry Applications (Common to many) 

● Better Decision-Making: Providing data-driven insights to guide 

both short and long-term business strategy instead of relying solely 

on intuition. 

● Operational Efficiency: Identifying bottlenecks and redundancies 

across business processes (e.g., HR, IT, and administrative) to 

reduce costs and improve productivity. 

● Cybersecurity: Analyzing network traffic and system logs for 

deviations from normal patterns to detect and mitigate threats like 

ransomware and insider attacks in real-time. 
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Customer Insights and Churn Prediction (Telecommunications)  

• Telecom companies use big data to reduce customer churn by 

analyzing customer interactions, usage patterns, and call quality. 

These insights enable tailored retention strategies, such as offering 

personalized plans to high-risk customers, and aid in network 

capacity optimization.  

Predictive Maintenance (Manufacturing) 

Manufacturers, such as those using IoT sensors, analyze machine 

data (e.g., temperature, sensor feedback) to predict when equipment is likely 

to fail.  

This allows companies to perform maintenance before a breakdown 

occurs, minimizing downtime and optimizing production efficiency. 

Fraud Detection and Prevention (Finance)  

Financial institutions use big data to analyze millions of transactions in 

real-time, detecting anomalies that indicate potential fraud.  

By examining historical data, behavioral patterns, and transaction 

histories, banks can identify suspicious activity, such as identity theft or 

credit card fraud, immediately. 

 

1.7 CHARACTERISTICS OF BIG DATA APPLICATIONS  

The key characteristics that define Big Data and the applications built around 

it are: 

Volume: 

● Scale: The massive size of the data sets—often measured in 

petabytes or even exabytes—that traditional systems cannot store or 

process effectively. 

● Implication for Applications: Applications must be built on 

distributed and scalable architectures (like Hadoop, cloud storage, 

and distributed databases) to manage this sheer volume. 
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Velocity: 

● Speed: The high speed at which data is generated, collected, and 

needs to be processed. This data is often streaming in real-time or 

near real-time. 

● Implication for Applications: Applications require fast data 

ingestion and processing capabilities (using technologies like Kafka, 

Spark Streaming) to enable real-time analysis and decision-making. 

 

Variety: 

● Diversity: The data comes from a multitude of sources and exists in 

diverse formats, including: 

o Structured (traditional databases, spreadsheets) 

o Semi-structured (JSON, XML, log files) 

o Unstructured (text, images, video, audio, social media posts) 

● Implication for Applications: Applications need flexible data models 

and tools to integrate, parse, and analyze heterogeneous data types. 

Veracity: 

 

● Trustworthiness: The quality, accuracy, and reliability of the data. 

Big Data often contains noise, inconsistencies, and errors due to the 

numerous, uncontrolled sources. 

● Implication for Applications: Applications must incorporate robust 

data cleansing, validation, and governance mechanisms to ensure the 

insights derived are reliable. 

Value: 

 

● Usefulness: The crucial need for the data to be processed and 

analyzed to derive meaningful, actionable insights and business 

value. Without extraction of value, the other "Vs" are meaningless. 

● Implication for Applications: The core function of a Big Data 

application is to run advanced analytics (predictive, prescriptive) and 
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machine learning models to transform raw data into a competitive 

advantage. 

 

 

Other Characteristics of Big Data Applications 

In addition to the "Vs," Big Data applications often exhibit these 

features: 

 

● Distributed Processing: They rely on clusters of commodity 

hardware and frameworks (like Apache Spark and Hadoop) to 

process data in parallel, overcoming the limitations of single, 

powerful machines. 

● Real-Time Analytics: Many applications (like fraud detection, 

personalized recommendations, or IoT monitoring) require the 

ability to analyze data as it is being generated to facilitate immediate 

actions. 

● Fault Tolerance: Due to the distributed nature and huge data size, the 

systems must be designed to withstand component failures (server 

crashes, network issues) without data loss or significant downtime. 

● Scalability and Elasticity: Applications must be able to seamlessly 

scale up or down to handle fluctuating data volumes and processing 

demands, often leveraging cloud infrastructure. 

 

1.8 PERCEPTION AND QUANTIFICATION OF VALUE   

 

As we know that the three important facets of Big data system are 

organizational readiness, suitability of the business challenge and big data’s 

contribution to the organization. Therefore, to test the Perception and 

Quantification of Value of Big data, the following criteria’s must be tested. 

a)  Weather big data system is “Increasing the revenues of organization”. 

This can be tested by using a recommendation engine. 
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b)  Weather Big data system is “Lowering the costs” of organizations 

spending’s like       capital expenses (Capex) and Operational expenses 

(Opex) 

c)    Weather Big data system is “Increasing the productivity” by 

speeding up the process       of execution with efficient results. 

d)    Weather Big data system is “Reducing the risk” while using big data 

platform collecting the data from streams of automated sensors and can 

provide full visibility. 

 

1.9 UNDERSTANDING BIG DATA STORAGE  

 

Every big data application requires collection of storage and computing 

resources to achieve their performance and scalability within a runtime 

environment. The collection of four key computing resources essential for 

running a Big data application are: 

 

a)    CPU or Processor: which allows multiple tasks to be executed 

simultaneously 

b) Memory: which holds the data for faster processing in association 

with CPU 

c)    Storage: provides persistence storage of data. 

d)    Network: which provides the communication channel between 

different nodes through which the datasets are exchanged between 

processing nodes and storage nodes. 

      

As single-node computers are incapable to process huge amount of data, 

that’s why the high-performance platforms are used which composed of 

collections of computers with a pool of resources that can process massive 

amounts of data. 
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1.10 A GENERAL OVERVIEW OF HIGH-PERFORMANCE 

ARCHITECTURE  

 

 The High-performance architecture of Big data is composed of 

connecting multiple nodes together through variety of network topologies. 

However, it discriminates the organization of computing and data across the 

network of storage nodes. 

     In this architecture, a master job manager is responsible for managing the 

pool of processing nodes along with assigns tasks and monitors the activity. 

While storage manager manages the data storage pool and distributes 

datasets across the collection of storage resources, which doesn’t require any 

colocation of data and processing tasks. It is only intended for minimize the 

costs of data access latency. 

 

 
To get a better understanding of the architecture for big data platform, 

we will examine the Apache Hadoop software stack, since it is a collection 

of open-source projects that are combined to enable a software-based big 

data appliance. The generalized general overview of high-performance 

architecture of Hadoop is shown in Fig. 1.10.1. 
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1.11 HDFS  

 

 The Hadoop Distributed File System (HDFS) is a hadoop 

implementation of distributed file system design that hold large amount of 

data and provide easier access to many clients distributed across the network. 

It is highly fault tolerant and designed to be run-on low-cost hardware (called 

commodity hardware).The files in HDFS are stored across the multiple 

machines in redundant fashion to recover the data loss in case of failure. 

    It enables storage and management of large files stored on distributed 

storage medium over the pool of data node. A Single name node runs in a 

cluster is associated with multiple data nodes that provide the management 

of hierarchical file organization and namespace. The HDFS file composed 

of fixed size blocks or chunks that are stored on data nodes. The name node 

is responsible for storing the metadata about each file that includes attributes 

of files like type of file, size, date and time of creation, properties of the files 

as well as the mapping of blocks to files at the data nodes. The data node 

treats each data block as a separate file and propagates the critical 

information with the name node. 

   The HDFS provides fault tolerance through data replication that can be 

specified at the time of file creation with attribute name degree of replication 

(i.e., the number of copies made) which is progressively significant in bigger 

environments consisting of many racks of data servers.  
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The Design of HDFS : HDFS is a filesystem designed for storing very large 

files with streaming data access patterns, running on clusters of commodity 

hardware.  

Very large files: “Very large” in this context means files that are hundreds 

of megabytes, gigabytes, or terabytes in size. There are Hadoop clusters 

running today that store petabytes of data.  

 

Streaming data access: HDFS is built around the idea that the most efficient 

data processing pattern is a write-once, readmany-times pattern. A dataset is 

typically generated or copied from source, then various analyses are 

performed on that dataset over time. 

  

Commodity hardware: Hadoop doesn’t require expensive, highly reliable 

hardware to run on. It’s designed to run on clusters of commodity hardware 

(commonly available hardware available from multiple vendors3) for which 

the chance of node failure across the cluster is high, at least for large clusters. 
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HDFS is designed to carry on working without a noticeable interruption to 

the user in the face of such failure.  

 

These are areas where HDFS is not a good fit today: 

 

 Low-latency data access: Applications that require low-latency access to 

data, in the tens of milliseconds range, will not work well with HDFS.  

Lots of small files: Since the namenode holds filesystem metadata in 

memory, the limit to the number of files in a filesystem is governed by the 

amount of memory on the namenode.  

Multiple writers, arbitrary file modifications: Files in HDFS may be 

written to by a single writer. Writes are always made at the end of the file. 

There is no support for multiple writers, or for modifications at arbitrary 

offsets in the file  

HDFS Concepts  

Blocks: HDFS has the concept of a block, but it is a much larger unit—64 

MB by default. Files in HDFS are broken into block-sized chunks, which are 

stored as independent units. 

 Having a block abstraction for a distributed filesystem brings several 

benefits.:  

The first benefit: A file can be larger than any single disk in the network. 

There’s nothing that requires the blocks from a file to be stored on the same 

disk, so they can take advantage of any of the disks in the cluster.  

Second: Making the unit of abstraction a block rather than a file simplifies 

the storage subsystem. The storage subsystem deals with blocks, simplifying 

storage management (since blocks are a fixed size, it is easy to calculate how 

many can be stored on a given disk) and eliminating metadata concerns.  

Third: Blocks fit well with replication for providing fault tolerance and 

availability. To insure against corrupted blocks and disk and machine failure, 

each block is replicated to a small number of physically separate machines 

(typically three).  
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Why Is a Block in HDFS So Large?  

 

HDFS blocks are large compared to disk blocks, and the reason is to 

minimize the cost of seeks. By making a block large enough, the time to 

transfer the data from the disk can be made to be significantly larger than the 

time to seek to the start of the block. Thus the time to transfer a large file 

made of multiple blocks operates at the disk transfer rate.  

 

A quick calculation shows that if the seek time is around 10 ms, and the 

transfer rate is 100 MB/s, then to make the seek time 1% of the transfer time, 

we need to make the block size around 100 MB. The default is 64 MB, 

although many HDFS installations use 128 MB blocks. This figure will 

continue to be revised upward as transfer speeds grow with new generations 

of disk drives.  

 

Namenodes and Datanodes: An HDFS cluster has two types of node 

operating in a master-worker pattern: a namenode (the master) and a number 

of datanodes (workers). The namenode manages the filesystem namespace. 

It maintains the filesystem tree and the metadata for all the files and 

directories in the tree. This information is stored persistently on the local disk 

in the form of two files: the namespace image and the edit log. The namenode 

also knows the datanodes on which all the blocks for a given file are located. 

The significant benefits provided by HDFS are given as follows 

• It provides Streaming access to file system data. 

• It is suitable for distributed storage and processing. 

• It is optimized to support high streaming read operations 

with limited set. 

• It supports file operations like read, write, delete but append 

not update. 

• It provides Java APIs and command line command line 

interfaces to interact with HDFS. 

• It provides different File permissions and authentications for 

files on HDFS. 
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• It provides continuous monitoring of name nodes and data 

nodes based on continuous “heartbeat” communication 

between the data nodes to the name node. 

• It provides Rebalancing of data nodes so as to equalize the 

load by migrating blocks of data from one data node to 

another. 

• It uses checksums and digital signatures to manage the 

integrity of data stored in a file. 

• It has built-in metadata replication so as to recover data 

during the failure or to protect against corruption. 

• It also provides synchronous snapshots to facilitates rolled 

back during failure. 

 

1.12 MAP REDUCE AND YARN  

  

In Hadoop, MapReduce is the programming model for execution of 

Hadoop jobs which performs job management. The MapReduce execution 

condition utilizes an master/slave execution model, in which one master node 

is called the as JobTracker that deals with managing a pool of slave 

computing resources called TaskTrackers. The job of the JobTracker is to 

manage the TaskTrackers, continuously monitoring the accessibility,job 

management, scheduling the tasks, tracking the assigned tasks and ensuring 

the fault tolerance. 

The job of the TaskTracker is a lot more straightforward : it wait for task 

assignment, execute the task and give status back to the JobTracker on 

periodic basis. The clients can make demands from the JobTracker, which 

turns into the sole arbitorator for allocation of resources. There are 

constraints inside this current MapReduce model. In the first place, the 

programming worldview is pleasantly fit to applications where there is 

region between the processing and the data, yet applications that request 

demand data movement will quickly move toward becoming impeded by 

latency issues. Second, not all applications are effectively mapped to the 

MapReduce model and Third, the designation of processing nodes within the 
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cluster is fixed through allocation of certain nodes as “map slots” versus 

“reduce slots, When the computation is weighted toward one of the phases, 

the nodes assigned to the other phase are largely unused bringing about 

processor underutilization. This is being tended to in future renditions of 

Hadoop through the isolation of obligations inside a modification called 

YARN. In this approach, while in addition, there is the concept of an 

Application Master that is associated while taking over the responsibility for 

In this methodology, overall resource management has been centralized and 

management of resources at each node is now performed by a local Node. 

Each application that directly negotiates with the central Resource Manager 

for resources there is the idea of an Application Master related with every 

application that legitimately consults with the Resource Manager for 

resource allocation, effective scheduling to improve node utilization and to 

provide monitoring progress with tracking status. 

  Last, the YARN approach enables applications to be better mindful 

of the data allocation over the topology of the resource inside a cluster. This 

mindfulness considers improved colocation of compute and data resources, 

reducing data movement, and thus,lessening delay related with data access 

latencies. The outcome ought to be expanded scalability and performance. 

 

1.13 MAP REDUCE PROGRAMMING MODEL  

 

 The MapReduce programming model is a core concept in big data 

processing, particularly associated with the Apache Hadoop framework. It is 

a parallel, distributed processing model that simplifies the handling of 

massive datasets across clusters of commodity hardware. 
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 The fundamental idea is to break down a complex data processing 

task into two main, user-defined functions: Map and Reduce, with an 

intermediate stage of data reorganization. 

Phases of the MapReduce Model 

 The execution of a MapReduce job proceeds through several distinct 

phases: 

1. Input and Splitting 

● Input Data: The data to be processed (often stored in a distributed 

file system like HDFS) is the initial input. 
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● Splitting: The input data is logically divided into smaller, fixed-size 

chunks called Input Splits. Each split is processed independently by 

a single Map task. 

2. Map Phase 

● Function: The user-defined Map function takes a series of 

⟨key,value⟩ pairs as input. Typically, for text data, the key is the byte 

offset of a line, and the value is the line of text itself. 

● Processing: The Mapper processes each input pair and emits 

intermediate ⟨key′,value′⟩ pairs. This step involves filtering, sorting, 

and transformation logic. For example, in a word count, the Mapper 

emits ⟨word,1⟩ for every occurrence of a word. 

● Combiner (Optional): An optional function that runs on the Mapper's 

output locally on each node to perform a mini-reduction or local 

aggregation. This significantly reduces the data transferred across 

the network. 

3. Shuffle and Sort Phase 

● Partitioning: The framework determines which Reducer will receive 

which intermediate keys. A Partitioner function takes the 

intermediate key and decides which reducer will process it, ensuring 

all values for the same key go to the same reducer. 

● Shuffling: The framework transfers the intermediate ⟨key′,value′⟩ 

pairs from the Map nodes to the appropriate Reduce nodes across the 

network. 

● Sorting: On the Reducer side, the intermediate data is grouped and 

sorted by key. This results in an input format for the Reducer: 

⟨key′,list(value′)⟩, where the list contains all the values associated 

with that specific key. 

4. Reduce Phase 

● Function: The user-defined Reduce function takes the grouped 

⟨key′,list(value′)⟩ as input. 

Component Role Input Output 
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● Processing: The Reducer aggregates, summarizes, or applies other 

final processing logic to the list of values for each unique key. 

● Output: The Reducer emits the final ⟨key′′,value′′⟩ pairs, which 

represent the final result of the computation. 

Core Components 

Advantages 

● Scalability: It can handle petabytes of data by distributing the 

workload across a cluster. 

● Parallelism: Tasks are executed simultaneously on many nodes, 

drastically reducing processing time. 

● Fault Tolerance: If a node or task fails, the framework automatically 

re-executes the failed task on a different node, ensuring the job 

completes successfully. 

Mapper 

Processes input data and 

generates intermediate 

key-value pairs. 

$\langle \text{k}_1, 

\text{v}_1 \rangle$ 

$\langle 

\text{k}_2, 

\text{v}_2 

\rangle$ list 

Reducer 

Aggregates and 

summarizes the 

intermediate values for 

each unique key. 

$\langle \text{k}_2, 

\text{list}(\text{v}_2) 

\rangle$ 

$\langle 

\text{k}_3, 

\text{v}_3 

\rangle$ list (Final 

Result) 

Combiner 

(Optional) 

Performs local 

aggregation on the Map 

output to reduce 

network I/O. 

$\langle \text{k}_2, 

\text{v}_2 \rangle$ 

list 

$\langle 

\text{k}_2, 

\text{v}_2 

\rangle$ list 

(Reduced) 

Partitioner 

Controls how 

intermediate keys are 

distributed among the 

reducers. 

$\text{k}_2$ and 

$\text{num\_reducers

}$ 

Reducer index 
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● Data Locality: The framework tries to run the Map task on the server 

where the input data is already stored, minimizing network data 

transfer. 

 

CONTROL STRUCTURES AND VECTORS 

 

2.1 CONTROL STRUCTURES  

 Control statements are expressions used to control the execution and 

flow of the program based on the conditions provided in the statements. 

These structures are used to make a decision after assessing the variable. 

In R programming, there are 8 types of control statements as follows: 

● if condition 

● if-else condition 

● for loop 

● nested loops 

● while loop 

● repeat and break statement 

● return statement 

● next statement 

if condition 

 This control structure checks the expression provided in parenthesis 

is true or not. If true, the execution of the statements in braces {} continues.  

Syntax: 

if(expression) 

{ 

    statements 

    .... 

    .... 

} 
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Example: 

 

x <- 100 

 

if(x > 10) 

{ 

print(paste(x, "is greater than 10")) 

} 

Output: 

 

 "100 is greater than 10" 

 

if-else condition 

 It is similar to if condition but when the test expression in if 

condition fails, then statements in else condition are executed. 

 

Syntax: 

 

if(expression) 

{ 

    statements 

    .... 

    .... 

} 

else 

{ 

    statements 

    .... 

    .... 

} 
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Example: 

 

x <- 5 

if(x > 10){ 

  print(paste(x, "is greater than 10")) 

} 

else 

{ 

  print(paste(x, "is less than 10")) 

} 

Output: 

 

 "5 is less than 10" 

 

for loop 

It is a type of loop or sequence of statements executed repeatedly until exit 

condition is reached. 

 

Syntax: 

for(value in vector) 

{ 

    statements 

    .... 

    .... 

} 

Example: 

x <- letters[4:10] 

 

for(i in x) 

{ 

  print(i) 

} 

Output: 
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[1] "d" 

[1] "e" 

[1] "f" 

[1] "g" 

[1] "h" 

[1] "i" 

[1] "j" 

Nested loops 

Nested loops are similar to simple loops. Nested means loops inside 

loop. Moreover, nested loops are used to manipulate the matrix. 

Example: 

m <- matrix(2:15, 2) 

for (r in seq(nrow(m))) { 

  for (c in seq(ncol(m))) { 

    print(m[r, c]) 

  } 

} 

 Output: 

[1] 2 

[1] 4 

[1] 6 

[1] 8 

[1] 10 

[1] 12 

[1] 14 

[1] 3 

[1] 5 

[1] 7 

[1] 9 

[1] 11 

[1] 13 

[1] 15 
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While loop 

 while loop is another kind of loop iterated until a condition is 

satisfied. The testing expression is checked first before executing the body 

of loop. 

 

Syntax: 

while(expression){ 

    statement 

    .... 

    .... 

} 

Example: 

x = 1 

# Print 1 to 5 

while(x <= 5){ 

  print(x) 

  x = x + 1 

} 

Output: 

[1] 1 

[1] 2 

[1] 3 

[1] 4 

[1] 5 

Repeat loop and break statement 

 Repeat is a loop which can be iterated many number of times but 

there is no exit condition to come out from the loop. So, break statement is 

used to exit from the loop. break statement can be used in any type of loop 

to exit from the loop. 

Syntax: 

 

repeat {  

   statements 
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   .... 

   ....  

   if(expression) { 

      break 

   } 

} 

Example: 

x = 1 

repeat{ 

  print(x) 

  x = x + 1 

  if(x > 5){ 

    break 

   } 

} 

 Output: 

[1] 1 

[1] 2 

[1] 3 

[1] 4 

[1] 5 

 

return statement 

return statement is used to return the result of an executed function 

and returns control to the calling function. 

Syntax: 

return(expression) 

Example: 

 

func <- function(x) 

{ 

  if(x > 0) 

{ 
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    return("Positive") 

  } 

else if(x < 0){ 

    return("Negative") 

  } 

else 

{ 

    return("Zero") 

  } 

} 

func(1) 

func(0) 

func(-1) 

Output: 

[1] "Positive" 

[1] "Zero" 

[1] "Negative" 

 

next statement 

next statement is used to skip the current iteration without executing 

the further statements and continues the next iteration cycle without 

terminating the loop. 

Example: 

x <- 1:10 

for(i in x) 

{ 

  if(i%%2 != 0) 

{ 

    next #Jumps to next loop 

  } 

  print(i) 

} 

Output: 
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[1] 2 

[1] 4 

[1] 6 

[1] 8 

[1] 10 

 

2.2 FUNCTIONS  

 

A function accepts input arguments and produces the output by 

executing valid R commands that are inside the function. Functions are 

useful when we want to perform a certain task multiple times. 

In R Programming Language when we are creating a function the 

function name and the file in which we are creating the function need not be 

the same and we can have one or more functions in R. 

Creating a Function 

To create a function, use the function() keyword: 

Example 

my_function <- function()  

{  

  print("Hello World!") 

} 

Call a Function 

To call a function, use the function name followed by parenthesis, 

like my_function(): 

Example 

my_function <- function() { 

  print("Hello World!") 

} 

 

my_function() 

 

output 
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[1] "Hello World!" 

 

Arguments 

Information can be passed into functions as arguments. 

Arguments are specified after the function name, inside the 

parentheses. You can add as many arguments as you want, just separate them 

with a comma. 

The following example has a function with one argument (fname). 

When the function is called, we pass along a first name, which is used inside 

the function to print the full name: 

 

Example 

my_function <- function(fname)  

{ 

  paste(fname, "MG") 

} 

my_function("Peter") 

my_function("Lois") 

my_function("Stewie") 

output 

[1] "Peter MG " 

[1] "Lois MG" 

[1] "Stewie MG" 

 

 

 

Parameters or Arguments? 

The terms "parameter" and "argument" can be used for the same 

thing: information that are passed into a function. 

From a function's perspective: 

● A parameter is the variable listed inside the parentheses in the 

function definition. 

● An argument is the value that is sent to the function when it is called. 
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Number of Arguments 

By default, a function must be called with the correct number of 

arguments. Meaning that if your function expects 2 arguments, you have to 

call the function with 2 arguments, not more, and not less: 

Example 

This function expects 2 arguments, and gets 2 arguments: 

 

my_function <- function(fname, lname) { 

  paste(fname, lname) 

} 

 

my_function("Peter", " MG ") 

 

output 

[1] "Peter MG" 

 

If you try to call the function with 1 or 3 arguments, you will get an 

error: 

Example 

This function expects 2 arguments, and gets 1 argument: 

 

my_function <- function(fname, lname) { 

  paste(fname, lname) 

} 

my_function("Peter") 

output 

Error in paste(fname, lname) : 

  argument "lname" is missing, with no default 

Calls: my_function -> print -> paste 

Execution halted 

 

Default Parameter Value 

The following example shows how to use a default parameter value. 
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If we call the function without an argument, it uses the default value: 

Example 

my_function <- function(country = "Norway") { 

  paste("I am from", country) 

} 

my_function("Sweden") 

my_function("India") 

my_function() # will get the default value, which is 

Norway 

my_function("USA") 

output 

[1] "I am from Sweden" 

[1] "I am from India" 

[1] "I am from Norway" 

[1] "I am from USA" 

Return Values 

To let a function return a result, use the return() function: 

Example 

my_function <- function(x) { 

  return (5 * x) 

} 

print(my_function(3)) 

print(my_function(5)) 

print(my_function(9)) 

output 

[1] 15 

[1] 25 

[1] 45 
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2.3 SCOPING RULES  

 

 Lexical scoping means R decides where to look for a variable based 

on where the function was written (defined), not where it is called. 

When a function runs and it sees a variable, R checks: 

Inside the function, is the variable there? 

If not, it looks in the environment where the function was created. 

Then it keeps moving up — one level at a time — until it finds the 

variable or reaches the global environment. 

Consider the following example: 

f <- function(x, y) 

{ 

  x * y * z 

} 

In this: 

● x and y are formal arguments 

● z as the free variable 

Therefore, the scoping rules of the language determine how values are 

assigned to free variables. Free variables are not formal arguments and not 

local variables that are assigned inside of the function body. 

 Principles of Lexical Scoping 

There are four basic principles behind R’s implementation of lexical 

scoping: 

● Name Masking 

● Functions vs variables 

● A fresh start 

● Dynamic Lookup 

Name Masking 

The following example illustrates the most basic principle of lexical 

scoping, and you should have no problem predicting the output. 
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If variable is not defined inside the function: 

Example: 

c <- 10 

f <- function(a, b) 

{ 

  a + b + c 

} 

f(8, 5)  

Output 

[1] 23 

It takes the c value as 10 and then adds these numbers and finally we 

are having 23 as output. 

If name is not defined inside the function: If a name isn’t defined 

inside a function, R will look one level up.  

Example: 

a <- 10 

b <- function() 

{ 

  c <- 11 

  c(a, c) 
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} 

b()  

Output 

[1] 10 11 

 

When one function is defined inside another function: 

The same rules apply if a function is defined inside another function: 

look inside the current function, then where that function was defined, and 

so on, all the way up to the global environment, and then on to other loaded 

packages.  

Example: 

a <- 10 

g <- function(){ 

  b <- 20 

  h <- function(){ 

    c <- 30 

    c(a, b, c)  

  } 

  h() 

} 

g() 



 

40 | P a g e  

 

Output 

[1] 10 20 30 

When functions are created by another function: 

The same rules apply to closures, functions created by other 

functions. 

Example: 

a <- function(z){ 

  b <- 10 

  function(){ 

    z + 4 * b 

  } 

} 

x <- a(10) 

x()  

Output 

[1] 50 

R returns the accurate value of b after calling the function because x 

preserves the environment in which it was defined. The environment 

includes the value of b. 
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Functions vs Variables 

The same principles apply regardless of the type of associated value 

— finding functions works exactly the same way as finding variables: 

Example: 

a <- function(x) 10 * x 

b <- function(){ 

  a <- function(x) x + 10 

  a(12) 

} 

b()  

Output 

[1] 22 

A Fresh Start 

When a function is called, a new environment is created every time. 

Each acknowledgement is completely independent because a function cannot 

tell what happened when it was run last time. 

Example: 

a <- function(){ 

  if(!exists("z")) 

  { 

    z <- 10 
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  } 

  else 

  { 

    z <- z+10 

  } 

  z 

} 

a() 

Output 

[1] 10 

Dynamic Lookup 

Lexical scoping controls where to look for values not when to look 

for them. R looks for the values when the function is executed not when it is 

created. The output of the function can be different depending on objects 

outside its environment. 

Example: 

g <- function() x^3 

x <- 10 

g()  

Output 

[1] 1000 
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There is a function in R which is findGlobals() from codetools and 

it helps us to find all global variables being used in a function and lists all 

the external dependencies of a function. findGlobals() find the global 

variables and functions which are used by the closure.  

Example: 

aGlobal <- rnorm(10) 

bGlobal <- rnorm(10) 

f <- function() 

{  

  a <- aGlobal 

  b <- bGlobal 

  plot(b ~ a) 

} 

codetools::findGlobals(f)  

Output 

[1] "{"       "<-"      "~"       "aGlobal" "bGlobal" "plot"    
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2.4 DATES AND TIMES  

 date() function in R Language is used to return the current date and 

time. 

Syntax:  

date() 

Example: 

date() 

Output: 

[1] "Thu Jun 11 04:29:39 2020" 

Sys.Date() Function 

Sys.Date() function is used to return the system's date. 

Syntax:  

Sys.Date() 

Example: 

Sys.Date() 

Output: 

[1] "2020-06-11" 

Sys.time() 

Sys.time() function is used to return the system's date and time. 
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Syntax:  

Sys.time() 

Example: 

Sys.time() 

Output: 

[1] "2020-06-11 05:35:49 UTC" 

Sys.timezone() : Sys.timezone() function is used to return the current time 

zone. 

Syntax:  

Sys.timezone() 

Example: 

Sys.timezone() 

Output: 

[1] "Etc/UTC" 

 

2.5 PREVIEW OF SOME IMPORTANT R DATA STRUCTURES  

Data Structures 

● Data structures are used to store and organize values. 

R provides many built-in data structures. Each is used to handle data in 

different ways: 

● Vectors 
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● Lists 

● Matrices 

● Arrays 

● Data Frames 

We will explore all of them in detail later, but for now, here's a quick 

introduction to each one. 

Vectors 

A vector is the most basic data structure in R. It contains a list of 

items of the same type. 

Example 

fruits <- c("banana", "apple", "orange") 

fruits 

output 

 "banana" "apple"  "orange" 

Lists 

A list can hold different types of data in one structure. You can 

combine numbers, strings, vectors, and even other lists. 

Example 

thislist <- list("apple", "banana", 50, 100) 

thislist 

output 

[[1]] 
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[1] "apple" 

[[2]] 

[1] "banana" 

[[3]] 

[1] 50 

[[4]] 

[1] 100 

Matrices 

A matrix is a 2D data structure where all elements are of the same 

type. It is like a table with rows and columns. 

Example 

thismatrix <- matrix(c(1,2,3,4,5,6), nrow = 3, ncol = 2) 

thismatrix 

output: 

        [,1] [,2] 

[1,]    1    4 

[2,]    2    5 

[3,]    3    6 

 

 



 

48 | P a g e  

 

Arrays 

An array is like a matrix but can have more than two dimensions. It 

stores elements of the same type in multiple dimensions. 

Example 

thisarray <- c(1:24) 

thisarray 

multiarray <- array(thisarray, dim = c(4, 3, 2)) 

multiarray 

output 

[1]  1  2  3  4  5  6  7  8  9 10 11 12 13 14 15 16 17 18 19 

20 21 22 23 24 

, , 1 

     [,1] [,2] [,3] 

[1,]    1    5    9 

[2,]    2    6   10 

[3,]    3    7   11 

[4,]    4    8   12 

, , 2 

     [,1] [,2] [,3] 

[1,]   13   17   21 
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[2,]   14   18   22 

[3,]   15   19   23 

[4,]   16   20   24 

Data Frames 

A data frame is like a table in a spreadsheet. It can hold different types of 

data across multiple columns. 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

Data_Frame 

output 

  Training Pulse Duration 

1 Strength   100       60 

2  Stamina   150       30 

3    Other   120       45 
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2.6 CHARACTER STRINGS  

 

String Literals 

Strings are used for storing text. 

A string is surrounded by either single quotation marks, or double 

quotation marks: 

"hello" is the same as 'hello': 

Example 

"hello" 

'hello' 

output 

[1] "hello" 

[1] "hello" 

Assign a String to a Variable 

Assigning a string to a variable is done with the variable followed 

by the <- operator and the string: 

Example 

str <- "Hello" 

str  

output 

[1] "Hello" 
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Multiline Strings 

You can assign a multiline string to a variable like this: 

Example 

str <- "Lorem ipsum dolor sit amet, 

consectetur adipiscing elit, 

sed do eiusmod tempor incididunt 

ut labore et dolore magna aliqua." 

str 

 output 

[1] "Lorem ipsum dolor sit amet,\nconsectetur adipiscing 

elit,\nsed do eiusmod tempor incididunt\nut labore et 

dolore magna aliqua." 

3.1 CLASSES VECTORS:  

Generatingse quences 

sequence() function in R Language is used to create a vector of 

sequenced elements. It creates vectors with specified length, and specified 

differences between elements. It is similar to seq() function. 

Syntax:  

sequence(x) 

Parameters: 

x: Maximum element of vector 
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Example 1: 

sequence(4) 

sequence(6) 

sequence(c(4, 6)) 

Output: 

[1] 1 2 3 4 

[1] 1 2 3 4 5 6 

[1] 1 2 3 4 1 2 3 4 5 6 

Example 2: 

sequence(1:4) 

x <- 2 * sequence(4) 

x 

Output: 

[1] 1 1 2 1 2 3 1 2 3 4 

[1] 2 4 6 8 

Vectors are the same as the arrays in R language which are used to hold 

multiple data values of the same type. One major key point is that in R 

Programming Language the indexing of the vector will start from '1' and not 

from '0'. We can create numeric vectors and character vectors as well.  

Creating a vector in R 

https://www.geeksforgeeks.org/r-language/r-array/
https://www.geeksforgeeks.org/r-language/r-programming-language-introduction/
https://www.geeksforgeeks.org/r-language/r-programming-language-introduction/
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A vector is a basic data structure that represents a one-dimensional array. to 

create a array we use the "c" function which the most common method use 

in R Programming Language. We can also use seq() function or use colons 

":" also as shown in the example. 

Example : 

X<- c(61, 4, 21, 67, 89, 2) 

cat('using c function', X, '\n') 

Y<- seq(1, 10, length.out = 5)  

cat('using seq() function', Y, '\n')  

Z<- 2:7 

cat('using colon', Z) 

Output: 

using c function 61 4 21 67 89 2  

using seq() function 1 3.25 5.5 7.75 10  

using colon 2 3 4 5 6 7 

3.1.1Types of R vectors 

Vectors are of different types which are used in R. Following are some of the 

types of vectors: 

1.Numeric vectors 

Numeric vectors are those which contain numeric values such as integer, 

float, etc. The L suffix in R is used to specify that a number is an integer and 

not a numeric (floating-point) value. 

Example : 

v1 <- c(4, 5, 6, 7) 

typeof(v1) 
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v2 <- c(1L, 4L, 2L, 5L) 

typeof(v2) 

Output: 

[1] "double" 

[1] "integer" 

2 Character vectors 

Character vectors in R contain alphanumeric values and special 

characters. In R, when a vector contains elements of mixed types (like 

characters and numbers), R automatically coerces the entire vector to a single 

type. Since characters are more general than numbers in R, the vector is 

coerced to a character vector. 

Example : 

v1 <- c('geeks', '2', 'hello', 57) 

typeof(v1) 

Output: 

[1] "character" 

3 Logical vectors 

Logical vectors in R contain Boolean values such as TRUE, FALSE and NA 

for Null values. In R, NA is a special value used to represent missing or 

undefined data. When used in a logical vector, NA is treated as a logical 

value because it is specifically designed to work with logical vectors and 

other types of data. 

Example : 

v1 <- c(TRUE, FALSE, TRUE, NA) 

typeof(v1) 
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Output: 

[1] "logical" 

4. Length of R vector 

In R, the length of a vector is determined by the number of elements it 

contains. we can use the length() function to retrieve the length of a vector. 

Example : 

 

x <- c(1, 2, 3, 4, 5) 

length(x) 

y <- c("apple", "banana", "cherry") 

length(y) 

z <- c(TRUE, FALSE, TRUE, TRUE) 

length(z) 

Output: 

> length(x) 

[1] 5 

 

> length(y) 

[1] 3 

 

> length(z) 

[1] 4 

 

 



 

56 | P a g e  

 

5. Accessing R vector elements 

Accessing elements in a vector is the process of performing operation on an 

individual element of a vector. There are many ways through which we can 

access the elements of the vector. The most common is using the '[]', symbol. 

Note: Vectors in R are 1 based indexing unlike the normal C, python, etc 

format. 

Example : 

X <- c(2, 5, 18, 1, 12) 

cat('Using Subscript operator', X[2], '\n') 

Y <- c(4, 8, 2, 1, 17) 

cat('Using combine() function', Y[c(4, 1)], '\n') 

Output: 

Using Subscript operator 5  

Using combine() function 1 4  

6. Modifying a R vector 

Modification of a Vector is the process of applying some operation on an 

individual element of a vector to change its value in the vector. There are 

different ways through which we can modify a vector:  

Example : 

 

X <- c(2, 7, 9, 7, 8, 2) 

X[3] <- 1 

X[2] <- 9 

cat('subscript operator', X, '\n') 
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X[1:5] <- 0 

cat('Logical indexing', X, '\n') 

X <- X[c(3, 2, 1)] 

cat('combine() function', X) 

Output: 

subscript operator 2 9 1 7 8 2  

Logical indexing 0 0 0 0 0 2  

combine() function 0 0 0 

7. Deleting a R vector 

Deletion of a Vector is the process of deleting all the elements of the vector. 

This can be done by assigning it to a NULL value.  

Example : 

M <- c(8, 10, 2, 5) 

M <- NULL 

print(cat('Output vector', M, "\f")) 

Output: 

Output vector NULL 

8. Sorting elements of a R Vector 

sort() function is used with the help of which we can sort the values in 

ascending or descending order.  

Example : 

X <- c(8, 2, 7, 1, 11, 2) 

A <- sort(X) 
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cat('ascending order', A, '\n') 

B <- sort(X, decreasing = TRUE) 

cat('descending order', B) 

Output: 

ascending order 1 2 2 7 8 11 

descending order 11 8 7 2 2 1 

3.2 VECTORS AND SUBSCRIPTS  

R Vectors are the same as the arrays in R language which are used to 

hold multiple data values of the same type. One major key point is that in R 

Programming Language the indexing of the vector will start from '1' and not 

from '0'. We can create numeric vectors and character vectors as well. 

 

Subscripts 

When working with a vector of data (a one dimensional array) you 

select a single element of the vector using the index of the data in square 

brackets following the variable. Remember arrays start at ONE in R 

Input: 
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x <- seq(1, 10, by=0.5) 

x[2] 

Output: 

1.5 

3.3 EXTRACTING ELEMENTS OF A VECTOR USING 

SUBSCRIPTS  

 

In R Programming Language, subsetting allows the user to access 

elements from an object. It takes out a portion from the object based on the 

condition provided. There are 4 ways of subsetting in R programming. Each 

of the methods depends on the usability of the user and the type of object. 

For example, if there is a dataframe with many columns such as states, 

country, and population and suppose the user wants to extract states from it, 

then subsetting is used to do this operation. 

Method 1: Subsetting in R Using [ ] Operator 

Using the '[ ]' operator, elements of vectors and observations from 

data frames can be accessed. To neglect some indexes, '-' is used to access 

all other indexes of vector or data frame.  

Example 1:   

In this example, let us create a vector and perform subsetting using 

the [ ] operator.  

# Create vector 

x <- 1:15 

# Print vector 

cat("Original vector: ", x, "\n") 

# Subsetting vector 

cat("First 5 values of vector: ", x[1:5], "\n") 

cat("Without values present at index 1, 2 and 3: ",  
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                              x[-c(1, 2, 3)], "\n") 

Output:  

Original vector:  1 2 3 4 5 6 7 8 9 10 11 12 13 14 15  

First 5 values of vector:  1 2 3 4 5 

Without values present at index 1, 2 and 3:  4 5 6 7 8 9 10 

11 12 13 14 15 

 

3.4 WORKING WITH LOGICAL SUBSCRIPTS  

 

Take the example of a vector containing the 11 numbers 0 to 10: 

x<-0:10 

There are two quite different kinds of things we might want to do 

with this. We might want to add up the values of the elements: 

sum(x) 

[1] 55 

Alternatively, we might want to count the elements that passed some 

logical criterion. Suppose we wanted to know how many of the 

values were less than 5: 

sum(x<5) 

[1] 5 

You see the distinction. We use the vector function sum in both 

cases. But sum(x) adds up the values of the xs and sum(x<5) counts up the 

number of cases that pass the logical condition ‘x is less than 5’. This works 

because of coercion (p. 25). Logical TRUE has been coerced to numeric 1 

and logical FALSE has been coerced to numeric 0. 

That is all well and good, but how do you add up the values of just 

some of the elements of x? We specify a logical condition, but we don't want 

to count the number of cases that pass the condition, we want to add up all 

the values of the cases that pass. This is the final piece of the jigsaw, and 

involves the use of logical subscripts. Note that when we counted the number 

of cases, the counting was applied to the entire vector, using sum(x<5). To 

find the sum of the values of x that are less than 5, we write: 

sum(x[x<5]) 
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[1]  10 

Let's look at this in more detail. The logical condition x<5 is either 

true or false: 

x<5 

 [1]   TRUE   TRUE  TRUE  TRUE  TRUE  FALSE  FALSE  FALSE  

FALSE 

[10]  FALSE  FALSE 

 

 

3.5 SCALARS  

 

The simplest object type in R is a scalar. A scalar object is just a single 

value like a number or a name. In the previous chapter we defined several 

scalar objects. Here are examples of numeric scalars: 

# Examples of numeric scalars 

a <- 100 

b <- 3 / 100 

c <- (a + b) / b 

 

# Examples of character scalars 

d <- "ship" 

e <- "cannon" 

f <- "Do any modern armies still use cannons?" 

 

3.6 ADDING AND DELETING VECTOR ELEMENTS  

 

Vectors are one-dimensional arrays that can hold numeric data, character 

data, or logical 

data. The combine function c() or colon : is used to form the vector. 

Example: 

a <- c(1, 2, 5, 3, 6, -2, 4) 

b <- c("one", "two", "three") 

c <- c(TRUE, TRUE, TRUE, FALSE, TRUE, FALSE) 
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Here, a is a numeric vector, b is a character vector, and c is a logical 

vector. Note that 

the data in a vector must be only one type or mode (numeric, character, or 

logical). 

You can’t mix modes in the same vector. 

Adding Vector Elements: 

Vectors are stored like arrays in C, contiguously, and thus you 

cannot insert or delete the elements something you may be used to if you are 

a Python programmer. 

The size of a vector is determined at its creation, so if you wish to 

add or delete elements, you’ll need to reassign the vector. 

For example, let’s add an element to the middle of a four-element 

vector: 

> x <- c(64,5,12,45) 

> x <- c(x[1:2],75,x[3],x[4]) # insert 75  before the 12 

> x 

[1] 64 5 75 12 45 

Here, we created a four-element vector and assigned it to x. To insert 

a new number 75 between the second and third elements, we string together 

the first two elements of x, then the 75, then the fourth and fifth elements of 

x with concatenation function c(). This creates a new five-element vector, 

leaving x intact for the time being. 

We then assigned that new vector to x.In the result, it appears as if 

we had actually changed the vector stored in x, but really we created a new 

vector and stored that vector in x. This difference may seem subtle, but it has 

implications. 

Deleting Vector Elements: 

we will just re-assign the vector to delete and update the vector 

elements. 

> x <- c(64,75,12,45) 

> x<- c(75,12) 

> x 

[1] 75  12 
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> x<- c(x[3:5]) 

> x 

[1] 75  12  45. 

 

3.7 OBTAINING THE LENGTH OF A VECTOR  

We can obtain the length of a vector by using the length() function. It 

returns the no.of elements in a vector. 

> x <- c(1,3,5,4,6,7) 

> length(x) 

[1]6 

> x <- c() 

> x 

NULL 

> length(x) 

[1] 0 

> 1:length(x) 

[1] 1 0 

 

3.8 ARITHMETIC AND LOGICAL OPERATIONS  

 

Arithmetic operations 

We can perform arithmetic operations between 2 vectors. These 

operations are performed element-wise and hence the length of both the 

vectors should be the same.  

# Creating Vectors 

X <- c(5, 2, 5, 1, 51, 2) 

Y <- c(7, 9, 1, 5, 2, 1) 

 # Addition 

Z <- X + Y 

print('Addition') 

print(Z) 

 # Subtraction 

S <- X - Y 
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print('Subtraction') 

print(S) 

 # Multiplication 

M <- X * Y 

print('Multiplication') 

print(M) 

 # Division 

D <- X / Y 

print('Division') 

print(D) 

Output:  

 Addition 12 11  6  6 53  3 

Subtraction -2 -7  4 -4 49  1 

Multiplication 35  18   5   5 102   2 

Division 0.7142857  0.2222222  5.0000000  0.2000000 

25.5000000  2.0000000 

Logical Operators 

Logical Operators in R simulate element-wise decision operations, 

based on the specified operator between the operands, which are then 

evaluated to either a True or False boolean value. Any non-zero integer value 

is considered as a TRUE value, be it a complex or real number.  

1. Element-wise Logical AND operator (&) 

Returns True if both the operands are True. 

 

a <- c(TRUE, 0.1) 

b <- c(0,4+3i) 

print(a & b) 

Output: 

[1] FALSE  TRUE 

2. Element-wise Logical OR operator (|) 

Returns True if either of the operands is True. 

a <- c(TRUE, 0.1) 

b <- c(0,4+3i) 
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print(a|b) 

Output: 

[1] TRUE TRUE 

3. NOT operator (!) 

A unary operator that negates the status of the elements of the 

operand. 

a <- c(0,FALSE) 

print(!a) 

Output: 

[1] TRUE TRUE 

4. Logical AND operator (&&) 

Returns True if both the first elements of the operands are True. 

 

a <- c(TRUE, 0.1) 

b <- c(0,4+3i) 

print(a[1] && b[1]) 

Output: 

[1] FALSE 

5. Logical OR operator (||) 

Returns True if either of the first elements of the operands is True. 

a <- c(TRUE, 0.1) 

b <- c(0,4+3i) 

print(a[1]||b[1]) 

Output: 

[1] TRUE 

 

3.9 VECTOR INDEXING  

 

Often, we don’t want to get the entire vector. Perhaps we only want a 

single element, or a set of specific elements. We do this by indexing (uses 

the [] brackets). 

To get the first element of a vector, we could do the following. In R, 

array indexes start at 1 - the 1st element is at index 1. This is different than 
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0-based languages like C, Python, or Java where the first element is at index 

0. 

concat[1] 

## [1] 4 

T o get other elements, we could do the following: 

concat[2]  # second element 

## [1] 17 

concat[length(concat)]  # last element 

## [1] 2 

Notice that for the second example, we put a function inside the 

square brackets. In this case, length() is used to get the length of a vector, 

and since the lenght of the vector will be equal to the index of its last element, 

this is a nifty way of getting the last element of a vector. 

We can actually put anything inside the square brackets. Putting 

another vector inside the brackets gives us multiple values, for instance. 

concat[1:4] 

## [1]  4 17 -1 55 

concat[c(3, 5)] 

## [1] -1  2 

We can use this technique to reassign certain values inside the 

vector. For instance, we could change the 3rd and 5th values to 76 with the 

following code: 

concat[c(3, 5)] <- 76 

concat 

## [1]  4 17 76 55 76 

It’s even possible to index outside the bounds of a vector. Notice that 

R “fills in the blanks” with NA values. NA is R’s placeholder for “no data” 

(since 0 often shows up in real data). 

concat[10] <- 4.3 

concat 

##  [1]  4.0 17.0 76.0 55.0 76.0   NA   NA   NA   NA  4.3 

 

 



 

67 | P a g e  

 

3.10 COMMON VECTOR OPERATIONS  

 

1. Arithmetic Operations: 

Addition, Subtraction, Multiplication, Division: These operations are applied 

element by element between two vectors of the same length, or between a 

vector and a scalar. 

Example 

    v1 <- c(1, 2, 3) 

    v2 <- c(4, 5, 6) 

    result_add <- v1 + v2 # c(5, 7, 9) 

    result_scalar_mult <- v1 * 2 # c(2, 4, 6) 

2. Logical Operations: 

AND (&), OR (|), NOT (!): These operations are performed element-

wise on logical vectors, returning a new logical vector. 

Example 

l1 <- c(TRUE, FALSE, TRUE) 

    l2 <- c(TRUE, TRUE, FALSE) 

    result_and <- l1 & l2 # c(TRUE, FALSE, FALSE) 

    result_not <- !l1 # c(FALSE, TRUE, FALSE) 

3. Comparison Operations: 

Equality (==), Inequality (!=), Greater than (>), Less than (<), etc.: 

These compare corresponding elements of two vectors (or a vector and a 

scalar) and return a logical vector. 

Example 

    v1 <- c(1, 5, 3) 

    v2 <- c(4, 5, 2) 

    result_equal <- v1 == v2 # c(FALSE, TRUE, FALSE) 

    result_greater <- v1 > v2 # c(FALSE, FALSE, TRUE) 

4. Indexing and Subsetting: 

Accessing elements by position: Using square brackets with 

numerical indices to retrieve or modify specific elements. 

Example 

    my_vector <- c("apple", "banana", "cherry") 
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    element <- my_vector[2] # "banana" 

    my_vector[1] <- "orange" # Modifies the first element 

Logical indexing: Using a logical vector to select elements where the 

corresponding logical value is TRUE. 

Example 

    numbers <- c(10, 20, 30, 40, 50) 

    selected_numbers <- numbers[c(TRUE, FALSE, TRUE, FALSE, TRUE)] 

# c(10, 30, 50) 

Negative indexing: Excluding elements at specified positions. 

Example 

    numbers <- c(10, 20, 30, 40, 50) 

    excluded_numbers <- numbers[-2] # c(10, 30, 40, 50) 

 

 

5. Vector Concatenation: 

Combining vectors: Using the c() function to create a new vector by 

joining existing ones. 

Example 

    vec_a <- c(1, 2) 

    vec_b <- c(3, 4) 

    combined_vec <- c(vec_a, vec_b) # c(1, 2, 3, 4) 

6. Other Useful Operations: 

length(): Returns the number of elements in a vector. 

sort(): Sorts the elements of a vector in ascending or descending 

order. 

rep(): Repeats elements of a vector. 

seq(): Generates a sequence of numbers. 
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4.1 LISTS: CREATING LISTS  

 

To create a List in R you need to use the function called "list()". We 

want to build a list of employees with the details. So for this, we want 

attributes such as ID, employee name, and the number of employees.  

Example:   

empId = c(1, 2, 3, 4)  

empName = c("Debi", "Sandeep", "Subham", "Shiba") 

numberOfEmp = 4 

empList = list(empId, empName, numberOfEmp) 

print(empList) 

Output 

[[1]] 

[1] 1 2 3 4 

[[2]] 

[1] "Debi"    "Sandeep" "Subham"  "Shiba"   

[[3]] 

[1] 4 

4.2 GENERAL LIST OPERATIONS 

 

Access Lists 

You can access the list items by referring to its index number, inside 

brackets. The first item has index 1, the second item has index 2, and so on: 

Example 

thislist <- list("apple", "banana", "cherry") 

thislist[1] 

output 

[[1]] 

[1] "apple" 

 

Change Item Value 

To change the value of a specific item, refer to the index number: 

Example 
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thislist <- list("apple", "banana", "cherry") 

thislist[1] <- "blackcurrant" 

# Print the updated list 

thislist 

output 

[[1]] 

[1] "blackcurrant" 

[[2]] 

[1] "banana" 

[[3]] 

[1] "cherry" 

 

List Length 

To find out how many items a list has, use the length() function: 

Example 

thislist <- list("apple", "banana", "cherry") 

length(thislist) 

output 

[1] 3 

Check if Item Exists 

To find out if a specified item is present in a list, use the %in% 

operator: 

Example 

Check if "apple" is present in the list: 

thislist <- list("apple", "banana", "cherry") 

"apple" %in% thislist 

output 

[1] TRUE 
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4.3 LIST INDEXING ADDING AND DELETING LIST ELEMENTS 

Add List Items 

To add an item to the end of the list, use the append() function: 

Example 

Add "orange" to the list: 

thislist <- list("apple", "banana", "cherry") 

append(thislist, "orange") 

output 

thislist <- list("apple", "banana", "cherry") 

append(thislist, "orange") 

thislist <- list("apple", "banana", "cherry") 

append(thislist, "orange") 

[[1]] 

[1] "apple" 

[[2]] 

[1] "banana" 

[[3]] 

[1] "cherry" 

[[4]] 

[1] "orange" 

 

To add an item to the right of a specified index, add "after=index 

number" in the append() function: 

Example 

Add "orange" to the list after "banana" (index 2): 

thislist <- list("apple", "banana", "cherry") 

append(thislist, "orange", after = 2) 

output 

[[1]] 

[1] "apple" 

[[2]] 

[1] "banana" 

[[3]] 
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[1] "orange" 

[[4]] 

[1] "cherry" 

Remove List Items 

You can also remove list items. The following example creates a 

new, updated list without an "apple" item: 

Example 

Remove "apple" from the list: 

thislist <- list("apple", "banana", "cherry") 

newlist <- thislist[-1] 

# Print the new list 

newlist 

output 

[[1]] 

[1] "banana" 

[[2]] 

[1] "cherry" 

Range of Indexes 

You can specify a range of indexes by specifying where to start and 

where to end the range, by using the : operator: 

Example 

Return the second, third, fourth and fifth item: 

thislist <- list("apple", "banana", "cherry", "orange", "kiwi", 

"melon", "mango") 

(thislist)[2:5] 

output 

[[1]] 

[1] "banana" 

[[2]] 

[1] "cherry" 

 

[[3]] 

[1] "orange" 
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[[4]] 

[1] "kiwi" 

Loop Through a List 

You can loop through the list items by using a for loop: 

Example 

Print all items in the list, one by one: 

thislist <- list("apple", "banana", "cherry") 

for (x in thislist) { 

  print(x) 

} 

output 

[1] "apple" 

[1] "banana" 

[1] "cherry" 

Join Two Lists 

There are several ways to join, or concatenate, two or more lists in 

R. 

The most common way is to use the c() function, which combines 

two elements together: 

Example 

list1 <- list("a", "b", "c") 

list2 <- list(1,2,3) 

list3 <- c(list1,list2) 

list3 

output 

[[1]] 

[1] "a" 

[[2]] 

[1] "b" 

[[3]] 

[1] "c" 

 

[[4]] 
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[1] 1 

[[5]] 

[1] 2 

[[6]] 

[1] 3 

 

4.4 GETTING THE SIZE OF A LIST 

The length() function in R gets the length of a list object. In simpler 

terms, it finds the number of items in a list. 

Syntax 

 length(x) 

Parameter value 

The length() function takes a list object as its single parameter value. 

Return value 

The length() function returns the list object’s length passed to it. 

Code example 

In the code below, we use the length() function to determine a list’s 

length: 

mylist <- list(1, 2, 3, 4, 5) 

length(mylist) 

OUTPUT 

[1] 5 

 

4.5 EXTENDED EXAMPLE: TEXT CONCORDANCE 

● We’ll write a function called findwords() that will determine which 

words are in a text file and compile a list of the locations of each 

word’s occurrences in the text. 

● Suppose our input file, testconcord.txt, has the following contents. 

“the here means that the first item in this line of output is item in this 

case our output consists of only one line and one item so this is 

redundant but this notation helps to read voluminous output that 

consists of many items spread over many lines for example if there 
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were two rows of output with six items per row the second row 

would be labeled” 

● Here is an excerpt from the list that is returned when our function 

findwords() is called on this file: 

Example 

findwords("testconcorda.txt") 

output 

Read 68 items 

$the 

[1] 1 5 63 

$here 

[1] 2 

$means 

[1] 3 

$that 

[1] 4 40 

$first 

[1] 6 

$item 

[1] 7 14 27 

Recursive Lists: 

Lists can be recursive, meaning that you can have lists within lists. 

Here’s an example: 

b <- list(u = 5, v = 12) 

 c <- list(w = 13) 

 a <- list(b,c) 

 a 

  length(a) 

output 

[[1]] 

[[1]]$u 

[1] 5 

[[1]]$v 
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[1] 12 

[[2]] 

[[2]]$w 

[1] 13 

[1] 2 

 

4.6 DATA FRAMES  

Data Frames are data displayed in a format as a table. 

Data Frames can have different types of data inside it. While the first 

column can be character, the second and third can be numeric or logical. 

However, each column should have the same type of data. 

Use the data.frame() function to create a data frame: 

Example 

# Create a data frame 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

# Print the data frame 

Data_Frame 

output 

  Training Pulse Duration 

1 Strength   100       60 

2  Stamina   150       30 

3    Other   120       45 

 

Summarize the Data 

Use the summary() function to summarize the data from a Data 

Frame: 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 
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  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

Data_Frame 

summary(Data_Frame) 

output 

  Training Pulse Duration 

1 Strength   100       60 

2  Stamina   150       30 

3    Other   120       45 

     Training     Pulse          Duration    

 Other   :1   Min.   :100.0   Min.   :30.0   

 Stamina :1   1st Qu.:110.0   1st Qu.:37.5   

 Strength:1   Median :120.0   Median :45.0   

              Mean   :123.3   Mean   :45.0   

              3rd Qu.:135.0   3rd Qu.:52.5   

              Max.   :150.0   Max.   :60.0 

Access Items 

We can use single brackets [ ], double brackets [[ ]] or $ to access 

columns from a data frame: 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

Data_Frame[1] 

Data_Frame[["Training"]] 

 

Data_Frame$Training 

Training 

1 Strength 

2  Stamina 
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3    Other 

[1] Strength Stamina  Other    

Levels: Other Stamina Strength 

[1] Strength Stamina  Other    

Levels: Other Stamina Strength 

Add Rows 

Use the rbind() function to add new rows in a Data Frame: 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

# Add a new row 

New_row_DF <- rbind(Data_Frame, c("Strength", 110, 

110)) 

# Print the new row 

New_row_DF 

  Training Pulse Duration 

1 Strength   100       60 

2  Stamina   150       30 

3    Other   120       45 

4 Strength   110      110 

 

Add Columns 

Use the cbind() function to add new columns in a Data Frame: 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

# Add a new column 
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New_col_DF <- cbind(Data_Frame, Steps = c(1000, 6000, 

2000)) 

# Print the new column 

New_col_DF 

output 

  Training Pulse Duration Steps 

1 Strength   100       60  1000 

2  Stamina   150       30  6000 

3    Other   120       45  2000 

Remove Rows and Columns 

Use the c() function to remove rows and columns in a Data Frame: 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

# Remove the first row and column 

Data_Frame_New <- Data_Frame[-c(1), -c(1)] 

# Print the new data frame 

Data_Frame_New 

output 

  Pulse Duration 

2   150       30 

3   120       45 

Amount of Rows and Columns 

Use the dim() function to find the amount of rows and columns in a 

Data Frame: 

 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 
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  Duration = c(60, 30, 45) 

) 

dim(Data_Frame) 

 

output 

[1] 3 3 

You can also use the ncol() function to find the number of columns 

and nrow() to find the number of rows: 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

ncol(Data_Frame) 

nrow(Data_Frame) 

output 

[1] 3 

[1] 3 

Data Frame Length 

Use the length() function to find the number of columns in a Data 

Frame (similar to ncol()): 

Example 

Data_Frame <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

 

length(Data_Frame) 

output 

[1] 3 
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Combining Data Frames 

Use the rbind() function to combine two or more data frames in R 

vertically: 

Example 

Data_Frame1 <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 

Data_Frame2 <- data.frame ( 

  Training = c("Stamina", "Stamina", "Strength"), 

  Pulse = c(140, 150, 160), 

  Duration = c(30, 30, 20) 

) 

New_Data_Frame <- rbind(Data_Frame1, Data_Frame2) 

New_Data_Frame 

output 

  Training Pulse Duration 

1 Strength   100       60 

2  Stamina   150       30 

3    Other   120       45 

4  Stamina   140       30 

5  Stamina   150       30 

6 Strength   160       20 

And use the cbind() function to combine two or more data frames in R 

horizontally: 

Example 

Data_Frame3 <- data.frame ( 

  Training = c("Strength", "Stamina", "Other"), 

  Pulse = c(100, 150, 120), 

  Duration = c(60, 30, 45) 

) 
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Data_Frame4 <- data.frame ( 

  Steps = c(3000, 6000, 2000), 

  Calories = c(300, 400, 300) 

) 

New_Data_Frame1 <- cbind(Data_Frame3, Data_Frame4) 

New_Data_Frame1 

  

output 

  Training Pulse Duration Steps Calories 

1 Strength   100       60  3000      300 

2  Stamina   150       30  6000      400 

3    Other   120       45  2000      300 

 

4.7 OTHER MATRIX  

 

Matrices 

● A matrix is a two dimensional data set with columns and rows. 

● A column is a vertical representation of data, while a row is a 

horizontal representation of data. 

● A matrix can be created with the matrix() function. Specify the nrow 

and ncol parameters to get the amount of rows and columns: 

Example 

# Create a matrix 

thismatrix <- matrix(c(1,2,3,4,5,6), nrow = 3, ncol = 2) 

# Print the matrix 

thismatrix 

 

output 

     [,1] [,2] 

[1,]    1    4 

[2,]    2    5 

[3,]    3    6 
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You can also create a matrix with strings: 

Example 

thismatrix <- matrix(c("apple", "banana", "cherry", 

"orange"), nrow = 2, ncol = 2) 

thismatrix 

output 

     [,1]     [,2]     

[1,] "apple"  "cherry" 

[2,] "banana" "orange" 

 

Access Matrix Items 

You can access the items by using [ ] brackets. The first number "1" 

in the bracket specifies the row-position, while the second number "2" 

specifies the column-position: 

Example 

thismatrix <- matrix(c("apple", "banana", "cherry", 

"orange"), nrow = 2, ncol = 2) 

thismatrix[1, 2] 

output 

[1] "cherry" 

The whole row can be accessed if you specify a comma after the 

number in the bracket: 

Example 

thismatrix <- matrix(c("apple", "banana", "cherry", 

"orange"), nrow = 2, ncol = 2) 

thismatrix[2,] 

output 

[1] "banana" "orange" 

Matrix Length 

Use the length() function to find the dimension of a Matrix: 
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Example 

thismatrix <- matrix(c("apple", "banana", "cherry", 

"orange"), nrow = 2, ncol = 2) 

length(thismatrix) 

output 

[1] 4 

 

4.8 LIKE OPERATOR 

 

Like Operator in R Programming language and its uses in different 

scenarios and conditions. 

Like Operator in R 

The "like" operator in R Programming Language is used to perform 

pattern matching within character vectors. It allows users to search for 

specific patterns within strings, making it a valuable tool for data cleaning, 

text processing, and pattern recognition tasks. This article will provide a 

comprehensive guide to understanding and using the "like" operator in R. 

In R, the "like" operator is implemented using the grepl() function, 

which stands for "grep logical." The syntax grepl() is as follows: 

Syntax: 

grepl(pattern, x, ignore.case = FALSE, perl = FALSE) 

pattern: The pattern to be matched. 

x: The character vector where the pattern will be searched. 

ignore.case: A logical value indicating whether the case should be ignored 

during the matching (default is FALSE). 

 

perl: A logical value indicating whether to use Perl-style regular expressions 

(default is FALSE). 

Let's explore some examples to understand how the "like" operator works in 

practice. 

# Search for the pattern "apple" in a character vector 

text <- c("apple", "banana", "orange", "pineapple") 

grepl("apple", text) 
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Output: 

[1]  TRUE FALSE FALSE  TRUE 

In this example, grepl() returns TRUE for elements in text that 

contain the pattern "apple" and FALSE otherwise. 

Case-Insensitive Matching using like Operator 

In R, enabling case-insensitive matching with the like operator typically 

involves using functions or modifiers that allow for case-insensitive 

comparisons. 

# Search for the pattern "banana" (case-insensitive) in a character vector 

grepl("banana", text, ignore.case = TRUE) 

Output: 

[1] FALSE  TRUE FALSE FALSE 

By setting ignore.case = TRUE, the search becomes case-insensitive, so 

"banana" and "BANANA" both match the pattern. 

 

Using Regular Expressions 

Regular expressions offer a flexible and powerful way to search, 

extract, and manipulate text data. 

# Search for words starting with "or" in a character vector 

grepl("^or", text, perl = TRUE) 

Output: 

[1] FALSE FALSE  TRUE FALSE 

Here, the pattern ^or matches words that start with "or" (e.g., "orange"). 
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5.1 FACTORS AND TABLES  

 

Factors 

Factors are used to categorize data. Examples of factors are: 

● Demography: Male/Female 

● Music: Rock, Pop, Classic, Jazz 

● Training: Strength, Stamina 

● To create a factor, use the factor() function and add a vector as 

argument: 

Example 

# Create a factor 

music_genre <- factor(c("Jazz", "Rock", "Classic", 

"Classic", "Pop", "Jazz", "Rock", "Jazz")) 

# Print the factor 

music_genre 

Result: 

[1] Jazz    Rock    Classic Classic Pop     Jazz    Rock    Jazz 

Levels: Classic Jazz Pop Rock 

You can see from the example above that that the factor has four 

levels (categories): Classic, Jazz, Pop and Rock. 

To only print the levels, use the levels() function: 

Example 

music_genre <- factor(c("Jazz", "Rock", "Classic", 

"Classic", "Pop", "Jazz", "Rock", "Jazz")) 

levels(music_genre) 

Result: 

[1] "Classic" "Jazz"    "Pop"     "Rock"    

 

Factors and Levels in R 

  Factors in R are data structures that are implemented to categorize 

the data or represent categorical data and store it on multiple levels. 
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They can be stored as integers with a corresponding label to every 

unique integer. The R factors may look similar to character vectors, they are 

integers and care must be taken while using them as strings. The R factor 

accepts only a restricted number of distinct values. For example, a data field 

such as gender may contain values only from female, male, or transgender. 

In the above example, all the possible cases are known beforehand 

and are predefined. 

These distinct values are known as levels. After a factor is created it 

only consists of levels that are by default sorted alphabetically. 

Attributes of Factors in R Language 

● x: It is the vector that needs to be converted into a factor. 

● Levels: It is a set of distinct values which are given to the input 

vector x. 

● Labels: It is a character vector corresponding to the number of labels. 

● Exclude: This will mention all the values you want to exclude. 

● Ordered: This logical attribute decides whether the levels are 

ordered. 

● nmax: It will decide the upper limit for the maximum number of 

levels. 

 

Creating a Factor in R Programming Language 

The command used to create or modify a factor in R language is – 

factor() with a vector as input. 

The two steps to creating an R factor 

● Creating a vector 

● Converting the vector created into a factor using function factor() 

# Creating a vector 

x <-c("female", "male", "male", "female") 

print(x) 

# Converting the vector x into a factor 

# named gender 

gender <-factor(x) 
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print(gender) 

Output 

[1] "female" "male" "male" "female" 

[1] female male male female 

Levels: female male 

Levels can also be predefined by the programmer. 

# Creating a factor with levels defined by programmer 

gender <- factor(c("female", "male", "male", "female"), 

levels = c("female", "transgender", "male")); 

gender 

Output 

[1] female male male female 

Levels: female transgender male 

 

 

5.2 COMMON FUNCTIONS USED WITH FACTORS  

 

1. Checking for a Factor in R 

The function is.factor() is used to check whether the variable is a 

factor and returns “TRUE” if it is a factor. 

gender <- factor(c("female", "male", "male", "female")); 

print(is.factor(gender)) 

Output 

[1] TRUE 

Function class() is also used to check whether the variable is a factor 

and if true returns “factor”. 

gender <- factor(c("female", "male", "male", "female")); 

class(gender) 

Output 

[1] "factor" 
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2 Accessing elements of a Factor in R 

Like we access elements of a vector, the same way we access the 

elements of a factor. If gender is a factor then gender[i] would mean 

accessing an i'th element in the factor. 

gender <- factor(c("female", "male", "male", "female")); 

gender[3] 

Output 

[1] male 

Levels: female male 

More than one element can be accessed at a time. 

Example 

gender <- factor(c("female", "male", "male", "female")); 

gender[c(2, 4)] 

Output 

[1] female male female 

Levels: female male 

3. Modification of a Factor in R 

After a factor is formed, its components can be modified but the new 

values which need to be assigned must be at the predefined level. 

gender <- factor(c("female", "male", "male", "female" )); 

gender[2]<-"female" 

gender 

Output 

[1] female female male female 

Levels: female male 

For selecting all the elements of the factor gender except ith element, 

gender[-i] should be used. So if you want to modify a factor and add value 

out of predefined levels, then first modify levels. 

Example 

gender <- factor(c("female", "male", "male", "female" )); 

# add new level 

levels(gender) <- c(levels(gender), "other") 

gender[3] <- "other" 
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gender 

Output 

[1] female male other female 

Levels: female male other 

4.Length of Factor 

length(): Returns the total number of items in the factor. 

length(my_factor) 

5. Counting Levels 

The nlevels() function returns the number of levels in a factor. 

# Create a factor for students' gender 

students_gender <- factor(c("male", "female", "male", 

"transgender", "female")) 

print (students_gender) 

# Count the number of levels 

nlevels(students_gender) 

6. Generating Factor Levels with gl() 

You can use gl() to generate factors with specified levels. 

# generate factors for groups in an experiment 

groups <- gl(3, 2, labels = c("Control", "Treatment A", 

"Treatment B")) 

print (groups) 

Output 

[1] Control Control Treatment A Treatment A Treatment B 

Treatment 

B Levels: Control Treatment A Treatment B 

7. Converting Factors to Numeric Values 

When converting factors to numeric, it’s important to use the levels 

correctly to avoid 

unexpected results. 

Example: 

numeric_values <- as.numeric(students_gender) # This 

gives internal codes, not actual values. 
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original_values <- 

levels(students_gender)[students_gender] 

print(original_values) 

Output 

[1] "male" "female" "male" "transgender" "female” 

 

Factors in Data Frame 

The Data frame is similar to a 2D array with the columns containing all 

the values of one variable and the rows having one set of values from every 

column. There are four things to remember about data frames: 

● column names are compulsory and cannot be empty. 

● Unique names should be assigned to each row. 

● The data frame’s data can be only of three types- factor, numeric, 

and character type. 

● The same number of data items must be present in each column. 

In R language when we create a data frame, its column is categorical 

data, and hence a R factor is automatically created on it. 

We can create a data frame and check if its column is a factor. 

Example 

age <- c(40, 49, 48, 40, 67, 52, 53) 

salary <- c(103200, 106200, 150200,10606, 10390, 14070, 

10220) 

gender <- c("male", "male", "transgender", "female", 

"male", "female", "transgender") 

employee<- data.frame(age, salary, gender) 

print(employee) print(is.factor(employee$gender)) 

Output 

Age salary gender 

1 40 103200 male 

2 49 106200 male 

3 48 150200 transgender 

4 40 10606 female 
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5 67 10390 male 

6 52 14070 female 

7 53 10220 transgender 

[1] TRUE 

 

 

5.3 WORKING WITH TABLES  

 

table() function in R is used to create a categorical representation of 

data with variable name and the frequency in the form of a table 

Creating Tables Manually 

creating tables: 

# Using `data.frame` 

table <- data.frame ( Name = c("Alice", "Bob", "Charlie"), 

Age = c(25, 30, 35), Score = c(85, 90, 95)) 

print(table) 

Creating tables from vectors or matrices: 

# Using `matrix` 

mat <- matrix(1:9, nrow = 3, ncol = 3) table <- 

as.data.frame(mat) 

Reading data from external sources: 

table <- read.csv("data.csv") # For CSV files 

table <- read.table("data.txt", header = TRUE, sep = "\t") # 

For text files 

Basic Table Operations 

Viewing the table structure: 

str(table) 

head(table) # First few rows 

tail(table) # Last few rows 

Accessing specific data: 

table$Name # Access a column table[1, ] # Access the first 

row 

table[2, 3] # Access the value in the 2nd row, 3rd column 
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Adding rows or columns: 

table$Gender <- c("F", "M", "M") # Add a new column 

new_row <- data.frame(Name = "Daisy", Age = 28, Score = 

88, Gender = "F") table <- rbind(table, new_row) # Add a 

new row 

Renaming columns: 

colnames(table) <- c("Student_Name", "Age", "Marks", 

"Gender") 

Sorting data: 

table <- table[order(table$Score, decreasing = TRUE), ]  

Descriptive statistics: 

summary(table) # Summary of all columns 

mean(table$Age) # Mean of a numeric column 

Aggregating data: 

aggregate(Score ~ Gender, data = table, FUN = mean)  

table_data <- table(Gender = table$Gender, Score_Level = 

ifelse(table$Score > 90, "High", "Low")) 

 

5.4 MATRIX/ARRAY  

Arrays in R 

Arrays are data storage objects in R containing more than or equal 

to 1 dimension. Arrays can contain only a single data type. The array() 

function is an in-built function which takes input as a vector and arranges 

them according to dim argument. Array is an iterable object, where the array 

elements are indexed, accessed and modified individually. Operations on 

array can be performed with similar structures and dimensions. Uni-

dimensional arrays are called vectors in R. Two-dimensional arrays are 

called matrices. 

Syntax:  

array(array1, dim = c (r, c, m), dimnames = list(c.names, 

r.names, m.names)) 

Parameters:  

array1: a vector of values  
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dim: contains the number of matrices, m of the specified number of rows and 

columns  

dimnames: contain the names for the dimensions 

Example: 

# R program to illustrate an array 

# creating a vector  

vector1 <- c("A", "B", "C") 

# declaring a character array  

uni_array <- array(vector1) 

print("Uni-Dimensional Array") 

print(uni_array) 

# creating another vector 

vector <- c(1:12) 

# declaring 2 numeric multi-dimensional 

# array with size 2x3  

multi_array <- array(vector, dim = c(2, 3, 2)) 

print("Multi-Dimensional Array") 

print(multi_array) 

Output: 

[1] "Uni-Dimensional Array" 

[1] "A" "B" "C" 

[1] "Multi-Dimensional Array" 

, , 1 

     [,1] [,2] [,3] 

[1,]    1    3    5 

[2,]    2    4    6 

, , 2 

     [,1] [,2] [,3] 

[1,]    7    9   11 

[2,]    8   10   12 
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Matrices in R 

Matrix in R is a table-like structure consisting of elements arranged 

in a fixed number of rows and columns. All the elements belong to a single 

data type. R contains an in-built function matrix() to create a matrix. 

Elements of a matrix can be accessed by providing indexes of rows and 

columns. The arithmetic operation, addition, subtraction, and multiplication 

can be performed on matrices with the same dimensions. Matrices can be 

easily converted to data frames CSVs. 

Syntax:  

matrix(data, nrow, ncol, byrow) 

Parameters:  

data: contain a vector of similar data type elements.  

nrow: number of rows.  

ncol: number of columns.  

byrow: By default matrices are in column-wise order. So this parameter 

decides how to arrange the matrix 

Example:  

# R program to illustrate a matrix 

A = matrix( 

    c(1, 2, 3, 4, 5, 6, 7, 8, 9),  

    nrow = 3, ncol = 3,   

    byrow = TRUE                              

) 

print(A) 

Output:  

     [,1] [,2] [,3] 

[1,]    1    2    3 

[2,]    4    5    6 

[3,]    7    8    9 
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Arrays vs Matrices 

Arrays Matrices 

Arrays can contain greater than or 

equal to 1 dimensions. 

Matrices contains 2 dimensions in 

a table like structure. 

Array is a homogeneous data 

structure. 

Matrix is also a homogeneous data 

structure. 

It is a singular vector arranged into 

the specified dimensions. 

It comprises of multiple equal 

length vectors stacked together in 

a table. 

array() function can be used to create 

matrix by specifying the third 

dimension to be 1. 

matrix() function however can be 

used to create at most 2-

dimensional array. 

Arrays are superset of matrices. Matrices are a subset, special case 

of array where dimensions is two. 

Limited set of collection-based 

operations. 

Wide range of collection 

operations possible. 

Mostly, intended for storage of data. Mostly, matrices are intended for 

data transformation. 

 

 

5.5 LIKE OPERATIONS ON TABLES  

Like Operator in R Programming language and its uses in different 

scenarios and conditions. 

Like Operator in R 

The "like" operator in R Programming Language is used to perform 

pattern matching within character vectors. It allows users to search for 
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specific patterns within strings, making it a valuable tool for data cleaning, 

text processing, and pattern recognition tasks. This article will provide a 

comprehensive guide to understanding and using the "like" operator in R. 

In R, the "like" operator is implemented using the grepl() function, 

which stands for "grep logical." The syntax grepl() is as follows: 

Syntax: 

grepl(pattern, x, ignore.case = FALSE, perl = FALSE) 

 

● pattern: The pattern to be matched. 

● x: The character vector where the pattern will be searched. 

● ignore.case: A logical value indicating whether the case should be 

ignored during the matching (default is FALSE). 

● perl: A logical value indicating whether to use Perl-style regular 

expressions (default is FALSE). 

Let's explore some examples to understand how the "like" operator works in 

practice. 

# Search for the pattern "apple" in a character vector 

text <- c("apple", "banana", "orange", "pineapple") 

grepl("apple", text) 

Output: 

[1]  TRUE FALSE FALSE  TRUE 

In this example, grepl() returns TRUE for elements in text that 

contain the pattern "apple" and FALSE otherwise. 

 

Case-Insensitive Matching using like Operator 

In R, enabling case-insensitive matching with the like operator 

typically involves using functions or modifiers that allow for case-insensitive 

comparisons. 

# Search for the pattern "banana" (case-insensitive) in a character vector 

grepl("banana", text, ignore.case = TRUE) 

Output: 

[1] FALSE  TRUE FALSE FALSE 
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By setting ignore.case = TRUE, the search becomes case-

insensitive, so "banana" and "BANANA" both match the pattern. 

Using Regular Expressions 

Regular expressions offer a flexible and powerful way to search, 

extract, and manipulate text data. 

# Search for words starting with "or" in a character vector 

grepl("^or", text, perl = TRUE) 

Output: 

[1] FALSE FALSE  TRUE FALSE 

Here, the pattern ^or matches words that start with "or" (e.g., "orange"). 

 

5.6 EXTRACTING A SUB TABLE  

 

Extracting a sub-table in R can be achieved using various methods, 

primarily through indexing, logical conditions, or the subset() function. Here 

are examples for each: 

1. Subsetting by Index (Rows and Columns): 

This method uses square brackets [] to specify the desired rows and columns 

by their numerical index. 

Example 

# Create a sample data frame 

df <- data.frame( 

  Name = c("Alice", "Bob", "Charlie", "David", "Eve"), 

  Age = c(24, 30, 22, 35, 28), 

  City = c("NY", "LA", "NY", "SF", "LA"), 

  Score = c(85, 92, 78, 95, 88)) 

# Extract rows 2 and 4, and columns 1 and 3 

sub_df_index <- df[c(2, 4), c(1, 3)] 

print(sub_df_index) 

Output 

   Name City 

2   Bob   LA 

4 David   SF 
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2. Subsetting by Logical Condition: 

This method uses logical expressions within the square brackets to 

filter rows based on specific criteria in one or more columns. 

Example 

# Create a sample data frame 

df <- data.frame( 

  Name = c("Alice", "Bob", "Charlie", "David", "Eve"), 

  Age = c(24, 30, 22, 35, 28), 

  City = c("NY", "LA", "NY", "SF", "LA"), 

  Score = c(85, 92, 78, 95, 88)) 

# Extract rows where Age is greater than 25 and City is "LA" 

sub_df_condition <- df[df$Age > 25 & df$City == "LA", ] 

print(sub_df_condition) 

output 

  Name Age City Score 

2  Bob  30   LA    92 

5  Eve  28   LA    88 

3. Subsetting using subset() function: 

The subset() function provides a more concise way to filter rows and 

select columns. 

Example 

# Create a sample data frame 

df <- data.frame( 

  Name = c("Alice", "Bob", "Charlie", "David", "Eve"), 

  Age = c(24, 30, 22, 35, 28), 

  City = c("NY", "LA", "NY", "SF", "LA"), 

  Score = c(85, 92, 78, 95, 88)) 

# Extract rows where City is "NY" and select only Name and Score columns 

sub_df_subset <- subset(df, City == "NY", select = c(Name, 

Score)) 

print(sub_df_subset) 

output 

     Name Score 
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1   Alice    85 

3 Charlie    78 

 

5.7 FINDING THE LARGEST CELLS IN A TABLE  

 

To find the largest cells (maximum values) in a table (matrix or data 

frame) in R, along with their locations, the max() and which() functions are 

commonly used. 

To identify peak frequencies or dominant categories, use these 

functions:  

max(): Finds the maximum numerical value in a table. 

which(t == max(t), arr.ind = TRUE): Locates the row and column index 

of the maximum value. 

max.col(): Identifies the column index of the maximum value for each row, 

efficient for row-wise comparisons. 

sort() / order(): Useful to find the \(n\) largest values. 

dplyr: Use arrange(desc()) and slice() to find topWe can find the maximum 

value index in a dataframe using the which.max() function. 

Syntax: 

which.max(dataframe_name$columnname) 

"$" is used to access particular column of a dataframe. 

Given below are various implementations, depicting various datatypes and 

situations to help you understand better. 

Example 

# vector 1 

data1=c("sravan","bobby","pinkey","rohith","gnanesh") 

# vector 2 

data2=c(98,78,79,97,89) 

# creating a dataframe with names and marks  

# using above vectors 

final <- data.frame(names=data1,marks=data2) 

print(final) 

# display the maximum value index in 2 nd column 
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# (marks column) in a dataframe 

print(paste("highest index is : ",which.max(final$marks))) 

output 

    names marks 

1  sravan    98 

2   bobby    78 

3  pinkey    79 

4  rohith    97 

5 gnanesh    89 

[1] "highest index is :  1" 

If there is more than one maximum value, then it will return index 

of first number which is repeated. 

Example : 

# vector 1 

data1=c("sravan","bobby","pinkey","rohith","gnanesh",'div

ya',"satwik","chandu") 

# vector 2 

data2=c(98,78,79,97,89,89,99,99) 

# creating a dataframe with names and marks  

# using above vectors 

final <- data.frame(names=data1,marks=data2)          

print(final) 

print(paste("highest index is : ",which.max(final$marks))) 

Output: 

    names marks 

1  sravan    98 

2   bobby    78 

3  pinkey    79 

4  rohith    97 

5 gnanesh    89 

6   divya    89 

7  satwik    99 

8  chandu    99 
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[1] "highest index is :  7" 

Sample Programs: 

1. Use the factor() function to convert a vector into a factor 

Program: 

# Creating a character vector 

data <- c("East", "West", "East", "North", "North", "East") 

# Converting to a factor 

factor_data <- factor(data) 

# Printing the factor and its levels 

print(factor_data) 

print(levels(factor_data)) 

Use code with caution. 

Output: 

text 

[1] East  West  East  North North East  

Levels: East North West 

[1] "East"  "North" "West" 

Use code with caution. 

2. For categorical data with a natural rank (e.g., "Small", "Medium", 

"Large"), use the ordered = TRUE argument. [1, 2] 

Program: 

sizes <- factor(c("Medium", "Small", "Large", "Small"),  

https://www.rdocumentation.org/packages/h2o/versions/2.4.3.11/topics/as.factor
https://www.youtube.com/watch?v=xkRBfy8_2MU
https://mathcenter.oxford.emory.edu/site/math117/rFactorsAndTables/
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                levels = c("Small", "Medium", "Large"),  

                ordered = TRUE) 

print(sizes) 

Use code with caution. 

Output: 

text 

[1] Medium Small  Large  Small  

Levels: Small < Medium < Large 

Use code with caution. 

3. The table() function performs a frequency count of each level in a 

factor or vector. 

Program: 

gender <- c("Male", "Female", "Female", "Male", "Female") 

gender_table <- table(gender) 

print(gender_table) 

Use code with caution. 

Output: 

text 

To create cross-tabulations between two variables to see how they interact.  

Program: 

# Creating two vectors 

color <- c("Red", "Blue", "Red", "Red", "Blue") 
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size <- c("Small", "Small", "Large", "Small", "Large") 

# Creating a 2-way table 

ctable <- table(color, size) 

print(ctable) 

Use code with caution. 

Output: 

text 

      size 

color  Large Small 

  Blue     1     1 

  Red      1     2 
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